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Abstract—Relative motion between a camera and its subject
introduces motion blur in captured images. Reconstruction
of unblurred images is ill-posed due to the loss of spatial
high frequencies. The flutter shutter preserves high frequencies
by rapidly opening and closing the shutter during exposure,
providing greatly improved reconstruction. We address two
open problems in the reconstruction of unblurred images from
flutter shutter images. Firstly, we propose a noise reduction
technique that reduces reconstruction noise while preserving
image detail. Secondly, we propose a semi-automatic technique
for estimating the Point Spread Function of the motion blur.
Together these techniques provide substantial improvement in
reconstruction of flutter shutter images.
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I. INTRODUCTION

Clear, detailed digital photographs require that there be
no relative motion between the camera and any object in the
scene during image capture [1]. The image of any moving
object will be smeared along the direction of motion. This
smearing is called motion blur and is the most common
undesired artefact in digital photographs.

In some cases, the blur caused by object motion is useful.
For example, it creates an impression of movement and
helps the viewer identify the direction of the movement
[2] especially in still photographs. However, motion blur
is typically considered undesirable in digital photography.
Motion blur degrades image quality so that it becomes
impossible to distinguish separate objects in photographs
that have large amounts of motion blur, and it removes
high frequency spatial details from an image, such as text
and lines. Once these details are lost due to motion blur,
they cannot be fully recovered using post capture processing
techniques.

Because of these drawbacks, motion blur is the subject of
active research. Numerous approaches have been proposed
in the past to prevent, reduce or remove motion blur from
digital images. Two major approaches are post processing
techniques [3], [4], [5] and modifications to the image
capture process [6], [1]. In the latter, the camera is modified
to preserve high frequency information in the motion-blurred
images. The captured images still exhibit motion artefacts
and are post processed to reconstruct an unblurred image.

This paper proposes improvements to the post processing
of images captured using the flutter shutter technique (also
known as coded exposure) of Raskar et al. The flutter shutter
camera preserves high frequency information by rapidly
opening and closing the shutter many times during image
exposure [1]. The preserved high frequency information
greatly improves the reconstruction of unblurred images.
However, Raskar at al. leave several problems unsolved. Two
significant open problems are the amplification of image
noise during reconstruction, and the requirement for manual
specification of the Point Spread Function (PSF) of the
motion blur. We propose an effective noise reduction tech-
nique and a novel, semi-automatic PSF estimation technique
specifically suited for coded exposure.

Section 2 of this paper presents the flutter shutter and
related work. Section 3 discusses the simulation of motion-
blurred image capture including flutter shutter simulation.
Our proposed noise reduction technique is discussed in
section 4 and our PSF estimation technique in section 5.
Section 6 presents conclusions and future work.

II. RELATED WORK

A. Coded Exposure Photography (Flutter shutter)

Raskar et al. [1] propose coded exposure photography.
In this approach, the shutter is opened and closed multiple
times during a single exposure, using a pseudo random bi-
nary sequence. This process preserves high-frequency spatial
information in blurred images — the coded photography
images appear as though many individual short exposures
were combined, and this is in fact what is happening. For
example, figure 1 shows a moving car captured using a
simulated flutter shutter camera.

In a conventional camera, the object motion during the
exposure time defines a box filter that smears the image of
the object. The smear destroys high-frequency spatial details
so that reconstruction by deconvolution becomes an ill-posed
problem. Using a flutter shutter, the smear is converted
into a broadband filter that preserves high-frequency details
in the blurred image, and reconstruction becomes a well-
posed problem. Raskar et al. identify a near-optimal binary
sequence for modulating the shutter and show that the
technique can successfully handle large blurs [1].
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Two significant limitations of coded exposure photogra-
phy are the need to manually specify the PSF of the blur, and
the amplification of image noise during reconstruction. The
latter is partly due to the flutter shutter itself which reduces
the light entering the camera — subsequent correction of
the image brightness amplifies the image noise. This paper
addresses these two issues of image noise reduction and PSF
estimation.

B. Denoising

The goal of denoising is to remove noise from images
while retaining important features as much as possible [7].
There are many different image denoising algorithms that
are appropriate for different circumstances.

Traditional denoising approaches use linear filtering such
as Wiener filtering [7], moving-average filtering and low-
pass filtering [8]. These techniques reduce noise but have the
undesirable side-effects of image smoothing and poor feature
localization combined with incomplete noise suppression
[7]. Non-linear techniques such as median filtering are
effective at noise reduction but will also erase fine image
details [9].

Hybrid filters combine multiple denoising algorithms in
order to address the deficiencies of the individual ap-
proaches. Ling and Bovik [10] combine anisotropic diffusion
with a median filter, producing improved results compared to
either individual filter — the anisotropic diffusion produces
unwanted staircase effects which the median filter removes.
However, the median filter also removes some fine details,
sharp corners and thin lines. Rajan et al. [11] modify this
technique, replacing the anisotropic diffusion filter with a
non-linear fourth order PDE filter and the median filter with
a relaxed median filter.

The fourth order PDE diffusion is given by the update
equation

un+1
i,j = un

i,j −∆t ∇2[c(|∇2u|)∇2u] (1)

where u is the image being smoothed, ∆t is the discrete time
step and ∇2 denotes the discrete Laplacian of an image. The
diffusivity function is

c(s) =
1

1 + ( s
k )2

. (2)

This hybrid filter preserves high frequency details even
in low SNR images, while also preventing the undesirable
staircase effect of anisoptropic diffusion [11]. In section 4 we
further modify this technique to provide an effective method
for denoising flutter shutter images without loss of the high
frequency information.

C. PSF Estimation

Perhaps the most difficult part of reconstructing a filtered
image is the estimation of the unknown PSF. This estimation

Figure 1. Simulated flutter shutter image using the binary code
“11110000111100001111”.

is particularly challenging when the PSF has to be estimated
from a single blurred image. Several techniques have been
proposed that are capable of estimating the PSF on the basis
of multiple images [12], [13], [14], [15] or through the use
of additional hardware [16]. However, for the flutter shutter
technique, it is assumed that only a single blurred image is
available for both PSF estimation and reconstruction.

Estimation of the PSF of coded exposure images is a
completely different problem than estimation of the PSF
of conventional motion-blurred images because existing ap-
proaches typically rely on the continuous nature of motion
blur. For example, Lokhande et al. [17] and Sakano et al.
[18] exploit zeroes in the power spectrum of the conventional
motion-blur PSF to identify the PSF from blurred images.
These techniques fail for coded exposure images because
the flutter shutter code is carefully chosen so that the PSF is
invertible and does not contain any zeros in the frequency
response [19], [1].

Jia’s [3] PSF estimation approach generalises the concept
of transparency to include image regions in which an object
occludes the background for a portion of the exposure time.
Because the PSF of conventional motion blur is continuous,
alpha matting can be used to identify the blur. Agrawal and
Xu [19] modify the flutter shutter code to make the PSF
more suitable for alpha matting but the revised code is far
from optimal and increases reconstruction noise. Also, the
PSF values obtained are quite inaccurate, particularly for
large blurs.

Other approaches that have been proposed for PSF esti-
mation (e.g. [20], [21], [22]) also fail when applied to the
coded blur produced by the flutter shutter camera.

III. SIMULATIONS

For the purpose of experiments we require flutter shutter
images with known motion blur in reasonable quantities. A
small number of genuine flutter shutter images were made
available by the flutter shutter developers [1]. To obtain
additional images, we simulated the flutter shutter technique
using motion sequence images.

Simulation begins with a motion sequence that has sub-
pixel motion between frames. The inter-frame motion is
required to be small so that the image sequence provides
a good approximation to continuous time data. We sourced
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suitable high-speed camera image sequences from the Inter-
net, and generated additional sequences using the ray tracing
software POV-ray [23].

The genuine flutter shutter images contain natural noise
that is characteristic of the camera. These are the only
images used for the study of noise reduction. For the study of
PSF estimation, we additionally used image sequences from
high speed cameras and image sequences generated by POV-
ray. The high speed camera images contain natural noise that
is incorporated into the simulated flutter shutter images. For
POV-ray image sequences we used Matlab functions to add
simulated noise to each image. We added simulated amplifier
noise as Gaussian noise with a variance of between 0.0001
and 0.001, and also simulated Poisson shot noise.

Given a sequence of motion images, the camera simulator
averages together individual images from the sequence to
produce a single output motion-blurred image — each pixel
in the output image is an average of corresponding pixels
in the input images. Traditional motion blur is simulated by
averaging all the images within a time range in the motion
sequence. The simulated exposure time can be varied by
varying the number of images averaged together.

To simulate flutter shutter, the sequence of images is
first divided into equal subsets representing the individual
“chops” of the flutter shutter code. The number of images
in each chop may be varied to alter the simulated exposure
time (or motion speed). For example, chops that each contain
10 images represent longer exposure (or faster motion) than
chops that each contain 5 images. The images in each chop
are averaged together to form a blurred image for that chop,
then the chop image is merged into the output image only if
the flutter shutter code bit for that chop is 1. This two-step
approach allows the creation of motion blurs of various sizes
by simply varying the chop durations. Also, very large blurs
can be produced (by using very large chop sizes) without
any compromise to the quality or continuity of the simulated
blur.

IV. NOISE REDUCTION

One of the major limitations of the flutter shutter is higher
noise levels compared to a conventional camera. The coded
exposure described by Raskar et al. [1] blocks approximately
half the light from entering the camera, degrading the quality
of all images, even those with insignificant motion. Post
processing to amplify image brightness also amplifies noise
with visually displeasing results. Agrawal and Raskar [24]
present alternative shutter codes that increase the amount of
light entering the camera while keeping the PSF invertible.
However, image noise amplification during reconstruction
remains a problem.

In this section, we adapt the denoising algorithm of Rajan
et al. [11] to improve the quality of images captured by
the flutter shutter. Importantly, our approach is capable of
preserving sharp image details while also reducing image

noise. This section describes the denoising experiments
carried out on images captured by the flutter shutter camera,
and presents the results.

A. Algorithm

Since the goal of flutter shutter imaging is to reconstruct
high frequency details in the image, we require a denoising
algorithm that does not destroy high frequency details, at
least visually. Denoising can be applied before or after image
reconstruction, or both. Our experiments use variations of
the hybrid filter proposed by Rajan et al. [11] consisting of
a non-linear fourth order PDE followed by a relaxed median
filter.

We apply the denoising algorithms to images captured
with the original flutter shutter camera and compare the
reconstructed denoised images with the original noisy re-
constructions. Since the algorithm proposed by Rajan et al.
[11] was initially designed for grey scale images, we apply
it separately to each channel of the coloured images in our
implementation.

B. Denoising Results

We tested the denoising algorithm before and after re-
construction, with 1 to 15 iterations of denoising. In all
cases, we found that pre-reconstruction denoising is very
effective in reducing image noise but also significantly
reduces image sharpness. This is especially noticeable in
areas of the images containing text. The loss of sharpness
is primarily due to the application of the relaxed median
filter. Although the relaxed median filter has negligible effect
on the sharpness of unblurred images, when applied before
reconstruction it destroys some of the sharp details that
are contained in the coded blur images. As a result, after
reconstruction the sharp details are lost.

Denoising after reconstruction yields slightly better results
than denoising before reconstruction. There is less smooth-
ing and greater sharpness in the output images. However, in
some cases, repeated application of the relaxed median filter
degrades the sharpness of the images. This is particularly
noticeable with large object motion.

To further improve denoising of flutter shutter images we
tested modifications of the filter proposed by Rajan et al.
Significantly improved results were obtained by applying the
fourth order PDE filter both before and after reconstruction,
with the relaxed median filter applied only at the end. This
approach yields good results because the first application of
the fourth order PDE filter removes some of the sensor noise
before reconstruction without removing the high frequency
details. This in turn reduces the noise in the reconstructed
image without loss of quality. The second application of the
fourth order PDE further reduces noise in the reconstructed
image, and the relaxed median filter applies image smooth-
ing without significant effect on the sharpness of the final
image. The relaxed median filter is particularly beneficial
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Figure 2. Comparison of original (top) and denoised (bottom) recon-
structions. Rectangles show regions where improved noise reduction and
retention of final details is particularly demonstrated.

on highly noisy images. Figure 2 shows the results of the
original reconstruction and the reconstruction incorporating
our denoising method.

C. Results Analysis

Comparison of denoised and original reconstructed im-
ages was performed initially by visual inspection of the
images. To provide a more objective assessment, edge
detection was applied to the images. In this method, the
Canny edge detector was used with a threshold of 0.15 to
detect edges in the reconstructed images. Visual comparison
of the edge detected images reveals the impact of the
denoising algorithm. The reduction of noise is shown by
the reduction of false edge detections while the preservation
of important high frequency information is shown by the
retention of the true edges. Figure 3 demonstrates that our
denoising method has effectively reduced noise in all three
flutter shutter camera images while retaining the important
high frequency information. The denoising algorithm is very
fast and suitable to be applied routinely as part of image
reconstruction.

V. PSF ESTIMATION

In their original paper, Raskar et al. [1] manually specify
the PSF for reconstructing each image. In this section, we
propose a semi-automatic PSF estimation technique suitable
for coded exposure images.

A. Edge Based PSF Estimation

When an image exhibiting coded motion blur is compared
with the flutter code, it can be seen that high frequencies

Figure 3. Edge detector comparison of original reconstruction (left) and
denoised reconstruction (right) for three flutter shutter images.

Figure 4. High frequency artefacts correspond to shutter code transitions.

occur in the blur when the code changes (i.e. when the
shutter opens or closes). For example, the simulated image
in figure 4 shows high frequency content corresponding to
a particular shutter code.

Our experiments confirm that the high frequency artefacts
produced by the code transitions are clearly identifiable in
all flutter shutter images, both real and simulated. These
artefacts can be extracted by an edge detector, as shown in
figure 5, and used to estimate the object motion.

Thorough examination of the edges produced by the
Canny edge detector from coded blurred images (both sim-
ulated and real) suggests that the edge detector is capable
of extracting almost all of the code transitions in all cases.
The transitions that are missed result from isolated zeros
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Figure 5. Extraction of shutter code transitions by edge detection.

and ones in the code. For example, the sequence “10100” at
the start of the code yields only a single edge because the
isolated 0 is not detected.

Applying edge detection to the image of figure 4 yields
the results in figure 5. Looking at the edges from one side
of the ball, the motion is indicated by the distance from
the first detected edge to the last. However, as noted above,
not all code transitions are detected. In this example, the
actual motion is 73 pixels but the edges indicate motion
of 69 pixels. Applying the same technique to a variety of
images consistently yields a similar ratio of detected motion
compared to actual motion. This ratio, which is dependent
upon the nature of the shutter code, can be used to correct
the estimate of motion based on detected edges. The result
is an accurate estimate of the PSF.

B. PSF Estimation Technique

The current implementation of our PSF estimation tech-
nique is semi-automatic. Whereas Raskar et al. [1] require
the user to manually specify the PSF, we require them only
to identify a portion of the edge-processed image where the
characteristic motion response can be seen. The algorithm
then calculates the motion distance from that designated
portion of the image and applies the derived PSF, assuming
a known shutter code, to reconstruct the unblurred image.

C. Limitations

The limitations of our PSF estimation technique are
similar to those identified by Raskar et al. [1] for the flutter
shutter reconstruction in general. In particular, our method of
PSF estimation is only applicable to scenes where the motion
is linear with constant velocity and illumination is constant.
Additionally, the PSF estimation depends upon detection
of edges on the foreground object and is not applicable
to portions of the image where the background introduces
additional edges or where the object has multiple edges close
together.

D. Results

The proposed PSF estimation method was evaluated using
both simulated and real flutter shutter images. Figure 6
shows the edges used to extract the PSF from six test

Figure 6. Edge images and regions used for PSF extraction.

images, and the regions selected by the user (rectangles).
Images (d) and (f) are from the actual flutter shutter camera,
while the other images are simulated. It can be clearly
seen that region selection is not difficult provided that the
background is uncluttered. In each example, the PSF is
extracted successfully.

We tested our PSF estimation technique on 23 flutter
shutter images, including 3 images from the flutter shutter
camera. Estimation of the motion was accurate to within
3% in all but one example where the error was 6%. In 17
of the 23 test cases, the error was no more than 1%. These
results show that the PSF estimation is suitably accurate
and reliable. Figure 7 shows the denoised reconstruction of
four flutter shutter images using the PSF estimated by our
method.

We have applied our PSF estimation technique to flutter
shutter images obtained using codes other than Agrawal and
Raskar’s code [24]. The correction ratio must be determined
individually for each code because it depends upon the
particular code, but the method is equally successful.

VI. CONCLUSION

The flutter shutter camera preserves high frequency in-
formation in motion-blurred images. Reconstruction of un-
blurred images from flutter shutter images previously re-
quired manual specification of the motion blur PSF, and
produced results with significant noise artefacts. We have
demonstrated that reconstruction noise can be reduced with-
out loss of important image information by applying a fourth
order PDE denoising filter before and after reconstruction,
with a relaxed median filter applied as a final stage. We have
also demonstrated a semi-automatic technique for extracting
the motion blur PSF from blurred images based on edge
detection. This approach requires the user to select an
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Figure 7. Reconstruction of flutter shutter images using our denoising and
PSF estimation techniques.

appropriate portion of the image which is then analysed to
identify the motion blur PSF. The technique is quite accurate
and produces good reconstruction results. Future work could
use more sophisticated techniques to recognise the motion
artefacts in the edge detected images, possibly providing a
fully automated method of PSF extraction. This would make
the flutter shutter technique suitable for nontechnical users.
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